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ABSTRACT 

A COMPARATIVE STUDY OF HADOOP AND SPARK FRAMEWORKS             

 

ALI, Arsan Mohammed Ali 

M.S., Software Engineering Department 

Supervisor: Prof. Dr. Ali YAZICI 

Co-Supervisor:  Asst. Prof. Dr. Ziya KARAKAYA 

July 2016, 63 pages 

 

           In this thesis, Apache Hadoop and Apache Spark are compared with respect to 

performance, resource usage, and speedups of four different Big Data workloads. 

The comparison is done by tuning the parameters with various combinations for the 

optimum performance of each framework. The evaluations show that, Spark 

outperforms Hadoop for WordCount, and Sort workloads. However, Hadoop 

outperforms Spark in Naive-Bayes workload, and there is no a remarkable difference 

in the performances for Grep workload.           

Keywords: Big Data, MapReduce, Hadoop, Spark. 
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ÖZ 

HADOOP VE SPARK SİSTEMLERİN KARŞILASTIRMALI ÇALIŞMASI  

  

ALI, Arsan Mohammed Ali 

Yüksek Lisans, Yazılım Mühendisliği Bölümü 

Tez Yöneticisi: Prof. Dr. Ali YAZICI 

Ortak Tez Yöneticisi:  Y. Doç. Dr. Ziya KARAKAYA 

Temmuz 2016, 63 Sayfa 

 

          Bu çalışma, büyük veri sistemlerden ikisi olan Hadoop ve Spark’ı 

karşılaştırarak incelemektedir. Bu çalışmaya dahil edilen sistemler ideal 

performanslarını gösterebilecek şekilde çeşitli parametrelerle ayarlanmış; 

performans, donanım kullanımları ve kullanılan donanım sayısının arttırılmasıyla 

oluşan hızlanma oranları dört farklı uygulamada değerlendirilmiştir. Değerlendirme 

sonuçları incelendiğinde Spark'ın WordCount ve Sort uygulamaları için daha iyi 

performans gösterdiği, Hadoop’un Naive-Bayes uygulamasında Spark'tan daha 

başarılı olduğu gözlenmiştir. Bununla beraber, Grep uygulaması için Hadoop ve 

Spark arasında göze değer bir fark görülmemiştir.           

Anahtar Kelimeler: Büyük veri, MapReduce, Hadoop, Spark. 
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CHAPTER 1   

 

 

INTRODUCTION 

 

 

1.1.Thesis Scope 

The term "Big Data" refers to huge data sets that exceeds the ability of commonly 

used software tools to gather, manage, and process the data in within acceptable 

amount of time (Patel, 2012) 

Traditional data processing models are struggling as the volume of data to be 

processed is increased in a tremendous speed. The data generated by applications 

such as web applications, social media, sensors data, and so on are no longer 

structured. The emergence of Big Data processing is the natural outcome of the rapid 

increase in volume, and velocity of data produced by those applications and 

technologies. For example Facebook and Yahoo handle more than 80 terabytes and 

120 respectively every day (Ding, 2013).  

To understand the "Big Data" paradox, it is necessary to describe the characteristics 

of it that is often described by 5V’s as shown in Figure 1.1  
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Figure 1.1: 5V's Big Data1 

Volume refers to huge amount of datasets that are scaled with Terabytes (1012 

Bytes), Zettabytes (1021 Bytes), or more. The capacities of Big Data technology to 

store and process this large amount of data is a crucial reason that led organization to 

use Big Data in their business.   

Velocity refers to the speed at which data is created and processed.  

Variety refers to disparate data types including: structured, semi-structured, and 

unstructured data that are generated from diverse data sources such as: social media, 

sensors, web logs, etc. Big Data processing includes gathering, storing, managing, 

and processing disparate data. 

Veracity refers to reliability, accuracy, and trustworthiness of disparate big data sets. 

Value is the most and crucial characteristics of Big Data which takes into account 

the costs and benefits of gathering, storing, and managing huge and disparate data 

sets. In other words there will be no sense if the data cannot be transferred into a 

value that is useful and profitable. 

The characteristics described above states that the buzzword Big Data is not only 

dealing with huge amount of data sets, but also the data that is disparate and needed 

to be processed in the right-time manner or real-time.  

                                                           
1 https://www.linkedin.com/pulse/20140306073407-64875646-big-data-the-5-vs-everyone-must- 
know 
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There are two most popular frameworks named Apache Hadoop2 and Apache Spark3 

which are being used for Big Data analytics. Apache Hadoop is an open-source 

framework that allows large data sets to be processed in a distributed manner by 

using simple programming models across cluster of computers. Apache Hadoop 

consists of four primary modules; 1) Hadoop Distributed File System (HDFS): a 

distributed file system that provides a high throughput access to data application. 2) 

Hadoop MapReduce: A YARN-based system that allows large datasets to be 

processed in parallel. 3) Hadoop YARN: A framework for resource management and 

job scheduling. 4) Hadoop Common: Common Hadoop utilities to support other 

Hadoop modules2. 

Apache Spark, on the other hand, is an open-source, fast and in-memory data 

processing engine for large-scale data sets. Apache Spark uses an abstraction 

mechanism called RDD (Resilient Distributed Dataset). RDDs are fault tolerant and 

allow in memory computation. Spark grants the fault-tolerance with a handler to 

RDD that gets the metadata and build the RDD if the nodes crashes (Zaharia, 2010; 

Zaharia, 2012).  

Studying and comparing the performance of these frameworks recently has attracted 

many researchers. Besides having their own way of data processing, both provides 

some advantages over the other. 

1.2.Research Objectives 

The aim of this study is to compare Apache Hadoop and Apache Spark frameworks, 

with three micro-benchmarks (WordCount, Grep, Sort) and one application 

benchmark (Naive-Bayes) based on BigDataBench4 benchmark suite, to reveal the 

pros and cons of each and to understand which framework better performs under 

different scenarios and circumstances by taking their performance in terms of 

execution time, resource usage and speedup. By speedup, we mean the proportional 

execution time reduction under the same work load, when the computation resources 

are being increased.  Within this study the following specific research questions are 

investigated in order to better compare the Hadoop and Spark frameworks;  

                                                           
2 http://hadoop.apache.org/   
3 http://spark.apache.org/ 
4 http://prof.ict.ac.cn/ 
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1. Which configuration specifications lead to achieve the optimum              

performance of the frameworks for each workload? 

2. Which of the frameworks has a shorter execution time in each workload? 

3. Which of the frameworks has a better speedup ratio in each workload? 

4. Do the resource usages of the frameworks differ for the same workloads?   

1.3. Significance of the Study 

Most of the studies in the literature compare Hadoop and Spark frameworks in terms 

of execution time and the majority of them do not even present any kind of 

measurements about their resource usage. Additionally, the versions of these 

frameworks used in those studies are older than that of used in this study. Having 

said so, in this study Hadoop and Spark frameworks are being compared with respect 

to their execution time, in addition to their CPU, memory, and network usage, by 

using up-to-date versions of these two frameworks. The comparisons are being made 

with using four different workloads; WordCount, Grep, Sort, and Naive-Bayes by the 

help of BigDataBench benchmark utility. Furthermore, the frameworks are being 

compared after finding their optimum parameter configurations that would result in 

their shortest execution time for each of the workloads listed above. 

1.4. Thesis Outline 

Chapter 1 includes the purpose and motivation of this thesis, followed by the 

clarification of the thesis scope through discussion of thesis objectives. Chapter 2 

explores a literature review regarding Big Data and comparison of Big Data 

frameworks taking Apache Hadoop and Apache Spark into account, as of the 

consideration for this thesis work. In Chapter 3, a review of Apache Hadoop and 

Apache Spark frameworks are presented. Chapter 4 summarizes the laboratory 

environment settings that are being used to deploy and execute the workload tests on 

Apache Hadoop and Apache Spark. Chapter 5 presents overview information about 

BigDataBench benchmark utility, which is being used in this study to compare 

Hadoop and Spark Frameworks. In Chapter 6, the methodology, especially the test 

case scenarios for the comparison of the two frameworks are presented. Finally, 
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Chapter 7 presents the discussion of results, conclusions, limitations, and 

propositions for future studies.  
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CHAPTER 2  

      

 

       LITERATURE SURVEY 

 

 

2.1.Related Work 

This section includes three subsections: stating secondary studies regarding Big Data 

(Section 2.1.1), defining the systematic mapping (SM) and discussing the results 

from the SM study that is conducted for this thesis study (Section 2.1.2), and a 

literature review section (Section 2.1.3). 

2.1.1. Related Works for Big Data 

A description of Big Data and its characteristics are presented in (Katal, 2013). This 

paper also discusses the challenges and issues that need to be considered for the 

purpose of adopting Big Data technologies. In addition to stating best practices, the 

components of Hadoop framework are also explored within this study. 

A comprehensive discussion related to Big Data is explored based on Hadoop 

framework in (Narasimhan, 2014). It explains 5V characteristics (Variety, Velocity, 

Volume, Value, and Veracity) of Big Data. It also gives extensive information about 

different Big Data components from the Hadoop point of view. 

In (Ularu, 2012), the importance of Big Data and its challenges are presented from 

the perspective of data analytics. This study also demonstrates Big Data 

characteristics, and finally Hadoop frameworks and its components are explored. 

A discussion on the 3V’s of Big Data concerning Velocity, Volume, and Value is 

given in (Sagiroglu, 2013). This study also discusses the disciplines of gathering 
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information from complex data sets, and states some challenges of Big Data security 

and privacy. 

Casado (Casado, 2015) not only states the 3V characteristic of Big Data but also the 

life cycle of Big Data is presented including; data acquisition, data storage, data 

analysis, and data exploitation of the results. Additionally, this paper explores 

technologies for Big Data processing including; Batch processing, real-time 

processing, and hybrid processing. This paper states that Hadoop is the winner for 

batch processing, and Spark brings impressive properties for some kind of 

applications.  

In (Jonnalagadda, 2016), Apache Spark and its features are introduced. This paper 

also discusses the use cases that Spark has advantages over Hadoop, including; 

Iterative Algorithms in Machine Learning, Interactive Data Mining and Data 

Processing, Stream processing, Sensor data processing. In addition, this paper also 

illustrates the components of Spark framework. 

Several issues of Big Data are discussed in (Samal, 2015) from the perspective of 

management, data storage, virtualization, distributed file systems and applications. In 

the same study, Hadoop framework and the several optimization techniques 

regarding MapReduce are presented. 

In (Jagadish, 2014), the five phases of Big Data life cycle is demonstrated. And the 

issues; heterogeneity, scalability, and timeline that might occur in all or each of the 

phases are explored. Also, challenges regarding visualization of results and privacy 

of Big Data process are explained.  

2.1.2. Systematic Mapping (SM) Study for Two Big Data Frameworks 

SM is a study which aims to present an overview of a research field by a 

classification schema that maps the frequencies of the publications per categories to 

analyze the trends and find gaps in the research field (Petersen, 2015; Petersen, 

2008). 

A SM study is conducted in order to find the trends and gaps about current state-of-

art about two of the Big Data frameworks including Apache Hadoop and Apache 

Spark, and for the purpose of finding the directions of this thesis based on the SM 
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results. The detailed SM study which is based on the guidelines in (Petersen, 2008) 

can be found in Appendix A. 

From the SM results it was found that the community is more interested in 

contributing new method/approach/techniques for the purpose of performance 

enhancement of the these two frameworks. Based on the results of the SM study, it is 

found that 13 studies have compared their performance and among these studies only 

handful of them compared their performance and resource usage.  

Based on these findings, the target of this thesis study specialized as comparing 

Hadoop and Spark frameworks from the perspective of their performance and 

resource usage, and speedup for four different workloads, including: WordCount, 

Grep, Sort, and Nave-Bayes by using BigDataBench benchmark utility.  

2.1.3. Literature Review 

The purpose of this thesis is to compare Hadoop and Spark frameworks to 

understand which of the two frameworks are better under different scenarios and 

circumstances taking the performance, computer resource usage, and speedup into 

consideration. 

This section covers the literature review from the papers that are related to our study. 

In (Shi, 2015), performance of Hadoop and Spark is compared by performing some 

extensive experiments on (WordCount, k-means, PageRank and Sort) workloads on 

Hadoop V2.4.0 and Spark V1.3.0. According to the results, it is reported that; Spark 

is 2.5x faster than Hadoop for WordCount workload, Spark is 5x faster than Hadoop 

for k-means workload, and regarding PageRank workload Spark is 5x faster than 

Hadoop. However, in the case of Sort workload Hadoop performs 2 times faster than 

Spark. In addition, Spark was deployed in standalone mode, and YARN was not 

utilized which allows using richer resource scheduling capabilities. 

The performance of Hadoop and Spark is evaluated in terms of executions time by 

developing a recommendation system for each framework (Kupisz, 2015). The 

experiments run over Apache Hadoop Cloudera5 V4.1.3 and Spark V0.7.3. It was 

found that the system based on the Spark platform was more efficient. The paper 

                                                           
5 https://www.cloudera.com/products/apache-hadoop.html 
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itself states that the volume of input data is limited and experiments should be done 

on a larger volume to get conceivable outcomes. More importantly the paper only 

takes execution time as consideration and lacks comparisons in terms of CPU, 

memory, disk I/O, and network usage. 

In (Gopalani, 2015), the performance of Hadoop (Mahout) and Spark (MLib) are 

compared in terms of execution time by a standard learning algorithm for clustering 

(K-Means). In its conclusion, it was stated that Spark performed noticeably faster 

than Hadoop. In the same work only execution time is considered and it lacks 

comparisons in terms of CPU, memory, disk I/O, and network usage. 

The performance of Hadoop and Spark is compared in terms of execution time and 

scalability by carrying out experiments employing K-mean and PageRank algorithms 

on Hadoop ( 0.20.2) and Spark (0.6.0) by using Java API in a unified cloud platform 

that combines both frameworks (Lin, 2013). Overall, it was found that Spark 

performs remarkably faster than Hadoop, but the Spark performance degrades when 

the volume of data expands. However it is still faster than Hadoop. The paper takes 

execution time and scalability into consideration and lacks comparisons in terms of 

CPU, memory, disk I/O, and network usage. 

In (Gu, 2013), the performance of Hadoop 0.20.205.0 and Spark 0.6.1 is compared 

over a classical PageRank algorithm, taking time and memory into the consideration. 

It was found that Spark outperforms Hadoop when there is sufficient memory, while 

its performance is degraded when there is insufficient amount of memory.  

An algorithm C4.5 that is used to generate decision tree is performed on both 

Hadoop and Spark and the results are compared (Wang, 2014). It was found that 

Hadoop is not suited for a small volume of data processing, and Spark is better for 

algorithms with comprehensive I/O and limited CPU processing. 

In (Deng, 2014), a popular PrefixSpan algorithm is performed on Hadoop 

MapReduce and Spark and their performance is compared in terms of execution time 

and scalability. In conclusion, Spark outperformed Hadoop. And same as (Lin, 

2013), this paper only takes execution time as consideration and lacks comparisons 

in terms of CPU, memory, disk I/O, and network usage. 



10 
 

A comprehensive performance evaluation of Hadoop and Spark on three micro-

benchmarks is presented in (Liang, 2014), the experiment results shows that Spark 

outperforms Hadoop. 

In the above discussed studies, the framework versions used are old compared with 

the current versions (Apache Hadoop 2.7.2 and Apache Spark 1.6.0), that may cause 

different results if the experiments are repeated with the current version. Also above 

studies lack comparisons in terms of CPU, memory, and network usage, therefore 

this thesis will take above consideration into account in addition to the execution 

time and speedup. 
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CHAPTER 3  

 

 

REVIEW OF HADOOP AND SPARK FRAMEWORKS 

 

 

3.1. Review of Hadoop and Spark Frameworks 

In this section review of Apache Hadoop and Apache Spark frameworks is presented. 

3.1.1. Apache Hadoop 

Apache Hadoop is an open-source framework that allows large data sets to be 

processed in a distributed manner by using simple programming models across 

cluster of computers. 

It is designed in the form that can be scaled from single server to thousands of 

servers of machines, each server with its own local computation and storage 

capacity. To deliver high availability, it is designed to assign and handle failures at 

the application layer rather than depend on hardware.  

        The project includes the following modules: 

 Hadoop Common: Common Hadoop utilities to support other Hadoop 

modules. 

 Hadoop Distributed File System (HDFS): It is a distributed file system that 

provides a high throughput access to data application. 

 Hadoop YARN: A framework for resource management and job scheduling. 

 Hadoop MapReduce: A YARN-based system that allows large datasets to be 

processed in parallel. 
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3.1.1.1.Hadoop Distributed File System (HDFS)6 

The Hadoop Distributed File System (HDFS) is a distributed file system that 

provides fault tolerance and it is designed to run on commodity hardware. It provides 

high throughput access to application data and suitable for applications that have 

large data sets. 

HDFS has a master-slave architecture. Huge data sets are automatically divided into 

chunks which are managed by different nodes in the Hadoop cluster. 

As show in Figure 3.1 an HDFS cluster consists of a single NameNode, a master 

node that monitors the namespace of the file system and access of clients to file 

system, and there are a number of DataNodes in the cluster, usually there is one 

DataNode per machine, that serve as the storage area. The input file is broken down 

into one or more blocks and they are stored in DataNodes.  

 

Figure 3.1: HDFS Architecture6 

                                            

3.1.1.2.Hadoop MapReduce 

Hadoop MapReduce is a software framework that allows large datasets to be 

processed in parallel in a reliable and fault-tolerant manner7. User assign a map 

function that process a key/value pair to create a set of intermediate key/value pairs 

                                                           
6 http://hadoop.apache.org/docs/current/hadoop-project-dist/hadoop-hdfs/HdfsDesign.html 
7 http://hadoop.apache.org/docs/current/hadoop-mapreduce-client/hadoop-mapreduce-client-
core/MapReduceTutorial.html 
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and a reduce function that merges all intermediate results values related with the 

same intermediate key (Dean, 2008). 

 

Figure 3.2: MapReduce Execution Flow (Shikhare) 

 

3.1.1.3. Hadoop YARN8 

YARN is also known as MapReduce 2.0 (MRv2). The concept in YARN is 

separating the responsibilities of resource management and job scheduling into two 

different daemons, unlike the MapReduce V.1 where JobTracker was responsible for 

the resource management and job scheduling duties. 

 

  

Figure 3.3: HADOOP YARN Architicure8 

                                                           
8 http://hadoop.apache.org/docs/current/hadoop-yarn/hadoop-yarn-site/YARN.html 
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As shown in Figure 3.3, YARN has a global ResourceManager (RM), 

ApplicationMaster (AM) per application, NodeManager per node, and container(s) 

per node.  

ResouceManager: located in master node, and monitors the resource scheduling for 

applications. 

NodeManager: It runs in slave nodes and responsible for launching the application's 

containers, and reporting the resource usage of these containers to ResourceManager. 

ApplicationMaster: responsible for the resource negotiating with ResourceManger 

for the applications, and in it is coordination with NodeManagers for scheduling of 

the tasks. 

YARN allocates the cluster resources to the applications in the form collection of 

physical resources known as containers, and each container runs one task 

concurrently. 

Hadoop YARN is not limited to MapReduce, but serves as a more general platform 

for other programming styles such as Directed Acyclic Graph (DAG), which extends 

Hadoop's capability beyond the simple MapReduce programming style9. 

3.1.2. Apache Spark10 

Spark is an open-source distributed computing framework, and provides easy 

interfaces for Java, Scala, Python, and R programming languages. It is designed for 

fast and iterative computation on large data sets across clusters. It includes tools: 

Spark SQL for SQL and structured data, MLIB for machine learning, GraphX for 

graph processing, and Spark Streaming for streaming data processing10 as shown in 

figure 3.4. 

                                                           
9 https://opensource.com/life/14/8/intro-apache-hadoop-big-data   

10 https://spark.apache.org/docs/latest/ 
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Figure 3.4: Apache Spark framework11 

Apache Spark uses RDD (Resilient Distributed Dataset) abstraction. An RDD is a 

read-only collection of objects distributed across a set of machines. RDDs are fault 

tolerant and allow in memory computation. Spark grants the fault-tolerance with a 

handler to RDD that gets the metadata and build the RDD if the nodes crashes 

(Zaharia, 2010; Zaharia, 2012). RDDs can be created through four methods: 1) from 

Hadoop InputFormat (such as HDFS files) 2) By “parallelizing” a Scala collection 

(e.g., an array) in the driver program. 3) By transforming an existing RDD. 4) By 

changing the persistence of an existing RDD (Zaharia, 2010). 

 

Figure 3.5: Spark Architecture12                             

Apache Spark has a master/worker architecture as shown in Figure 3.5. The driver 

program runs inside the master node and creates the SparkContext object. 

SparkContext can connect to various types of cluster managers (Mesos13, Yarn or 

Spark’s own standalone cluster manager) in order to allocate the resources for the 

                                                           
11 http://spark.apache.org/ 
12 https://spark.apache.org/docs/latest/cluster-overview.html 
13 http://mesos.apache.org/ 
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applications. Once the connection is established, Spark gets the executors on nodes 

across the cluster. Finally, executors will receive the application code and the tasks to 

be processed on the executors12.   

Definition of some of the terminologies used for Apach Spark is given below: 

 Driver Program: is the main function of the application and it is responsible 

for the creation of the SparkContext object. 

 SparkContext: is the entry point to Spark for a Spark application. 

 Cluster Managers: are the external service for bringing its resources to the 

cluster.  

 Worker Node: is the node in the cluster that executes the application code. 

 Executor: is the process that stores data for the application and executes the 

tasks. 

 Task: is the unit of work12. 

The Spark applications can be executed in two deployment modes12: 

 Client Mode: is the default deployment mode, where the driver program 

executes inside the machine that the spark application was launched. 

 Cluster Mode: the driver program executes on any of nodes in the cluster. 
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CHAPTER 4  

 

 

LABORATORY ENVIRONMENT 

 

 

4.1. Laboratory Environment 

This section presents the laboratory environment that is needed to deploy and 

execute tests on Apache Hadoop and Apache Spark. 

4.2.Cluster Deployment 

For this thesis study a laboratory environment is set up in the Software Engineering   

Department, Atilim University, Ankara, Turkey, consisting of 20 nodes. The 

hardware properties of the nodes (PC machine) are as follow: 

 Processor: Intel® Core™ i7-3770 3.40 GHz Processor 

 Memory: 8 GB 

 Storage area: 100 GB (Linux reserved) 

 Ethernet switch: 1 Gigabit 

 Java version: Java Oracle 1.7 

 Scala version: 2.10 

Linux Ubuntu 14.04 LTS is used as the operating system. 

4.3.Software Stack Installation 

The software listed below are installed on the computers in the laboratory 

environment.   

 Apache Hadoop 

 Apache Spark 
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 Ganglia14 

4.3.1. Apache Hadoop Installation 

The latest stable version of Apache Hadoop which is currently Apache Hadoop 2.6.2 

is installed on each node in the cluster. In order to obtain a multi-node Hadoop 

cluster we have setup the SSH connection between nodes. 

4.3.2. Apache Spark Installation 

The latest stable version of Apache Spark which is currently Apache Spark 1.5.2 is 

installed. The Hadoop YARN deployment model is chosen among the three 

deployment models for Apache Spark (Standalone, on Apache Mesos, on Hadoop 

YARN) for our cluster, and for this deployment model the Apache Spark is needed to 

be installed only on the master node, and it cares about the distribution of jobs 

among the other nodes. 

4.3.3. Ganglia 

Ganglia14, is a resource monitoring tool that allows easy way to monitor resource 

usage of distributed clusters. Ganglia is installed on all nodes that are used for the 

test cases of this study. 

 

 

 

 

 

 

 

 

 

                                                           
14 http://ganglia.info/ 



19 
 

 

 

CHAPTER 5  

 

 

BigDataBench 

 

 

5.1. BigDataBench Benchmark 

BigDataBench Benchmark is an open-source benchmarking tool for testing and 

comparing Big Data frameworks. The current version, BigDataBench 3.2, provides 

five regular and essential Big Data application domains: 

 Search Engine 

 Social Network 

 E-commerce 

 Multimedia Analytics 

 Bioinformatics 

Overall it covers 14 real-world data sets and 33 Big Data workloads considering 

offline analytics, streaming, Cloud OLTP, Graph, Data Warehouse workload types. 

The data types can be structured, semi-structured, and unstructured. 

The BigDataBench has a tool called Big Data Generator Suite (BDGS) for 

generating expandable (scalable) big data for benchmarks by keeping their initial 

aspects and properties. 

As shown below, it provides diverse implementations for the same benchmark 

specifications: 

 Offline Analytics workloads for MapReduce, Spark, Flink15, MPI. 

 Interactive Analytics and OLAP workload for Shark16, Impala17, and Hive18. 

                                                           
15 https://flink.apache.org/ 
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5.2.Why BigDataBench?  

Table 5.1 indicates the claims, stated by the developers of tool, why BigDataBench is 

more mature and practical than other Big Data benchmark tools19. It allows the 

specification of five application domains with six workload types, while the others 

support fewer than that of BigDataBench, such as BigBench includes only one 

application domain with three workload types. BigDataBench contains larger amount 

of workload types than other benchmarks which in total includes thirty-three 

workloads. It contains eight scalable data sets, which is synthetic data generated from 

real data, while on the other hand BigBench, CloudSuite, and HiBench 

benchmarking tools have three scalable data sets. Furthermore, in contrary to other 

Big Data benchmark tools, BigDataBench provides multi-tenancy, subset, and 

stimulator features. 

Multi-tenancy: It is used for flexible setting and recapping of mixed workloads 

based on workload traces in cases of modeling multi-application scenarios on Cloud. 

Subset: In BigDataBench subset, a small number of workloads are selected among 

large amount Big Data workloads from specific perspectives for the purpose of 

reducing the cost benchmarking. 

Stimulator: Provides collecting performance characteristics, and evaluating 

hardware design and detecting errors instead of real hardware.  

 

 

 

 

 

 

                                                                                                                                                                     
16 http://shark.cs.berkeley.edu/ 
17 http://impala.apache.org/ 
18 https://hive.apache.org/ 
19 http://prof.ict.ac.cn/ 
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Table 5.1: The Differences of BigDataBench from Other Benchmark Suites19 

 

 

The reason behind choosing BigDataBench for this thesis and preferring it over other 

existent Big Data benchmarks are: 

● As it is shown in Table 5.1, it is argued to be more mature and more practical 

than other Big Data benchmark tools such as it includes typical Big Data 

application domains and micro-benchmarks that the author intended to use to 

compare the two Big Data frameworks: Apache Hadoop and Apache Spark. 

● It provides the diverse implementations of the same workloads that can be 

used for both frameworks.  

● In terms of usability, it is well organized and it provides an open-source data 

generation tool (BGDS) that allows generating expandable (scalable) 

synthetic data for benchmarks based on raw data sets and keeping their initial 

aspects and properties. 
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CHAPTER 6  

 

 

A COMPARISION OF HADOOP AND SPARK FRAMEWORKS 

 

 

6.1. Test Scenarios 

This section presents the terminologies of both frameworks, and chosen workloads 

from the BigDataBench. 

6.1.1. Terminologies in Both Frameworks 

There are some aspects that need to be taken into consideration while working with 

Apache Hadoop and Apache Spark that may affect the performance and resource 

utilization of the jobs including: 

 HDFS block size is the smallest unit of data that Hadoop uses to split the 

data and into chunks and store them in a distributed manner across the nodes 

in the cluster. 

  HDFS replication is the factor that decides the number of the copies of 

HDFS blocks among the nodes in the cluster.  

 Number of concurrent tasks per node determines how many map and 

reducer tasks can work in the same node.  

 Mapper is responsible to process the input data and the number of map is 

controlled by the HDFS blocks size.  

 Reducer is responsible to process output data of the map task, and its 

number can be controlled by the user in Hadoop, while in Spark it is 

controlled by spark.default.parallelism parameter20.  

                                                           
20 https://groups.google.com/forum/#!topic/spark-users/taYp76G9taQ 
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The aim of the tuning process is to find how the listed parameters above have impact 

on the performance of the two frameworks, so that the comparison process would be 

executed on optimized configurations of each framework and for each workloads. 

6.1.2. Chosen Workloads 

Four popular workloads, being selected to be used in this study, are WordCount, 

Grep, Sort, and Naïve-Bayes for benchmarking purposes. 

WordCount, Grep and Sort are basic and widely used micro-benchmarks to evaluate 

the Big Data frameworks. WordCount calculates the occurrences of words in a text, 

therefore WordCount is a typical CPU intensive application with integer calculations 

(Han, 2015; Shahrivari, 2014). Grep is a workload that searches for given words or 

strings in a text and counting the number of occurrences of the matching string. If the 

search is made for a single word, then it becomes I/O intensive (Shahrivari, 2014). 

Sort is another typical I/O intensive workload that sorts the records of the given input 

depending on key values (Han, 2015; Yigitbasi, 2013). Since the number of data 

passed from Map to Reduce does not change, this process is known as Network 

intensive. Naive-Bayes is a machine learning algorithm for classification, based on 

the probabilistic algorithm, build on Bayes theorem with loose dependence 

expectations. Naive-Bayes is another CPU intensive workload with floating-point 

calculations of density and maximum like-hoods (Han, 2015; Liang, 2014). 

BigDataBench Data Generator was used to generate input data for WordCount, Grep, 

Sort, and Naive-Bayes workloads. 

6.2.Test Cases 

This section includes two subsections: Parameter Configurations (Section 6.2.1) and 

Data Size (Section 6.2.2) 

6.2.1. Parameter Configurations 

Various combinations of the following parameters are tested together to find the 

optimum performance of the each framework for the chosen workloads. The values 

between { } brackets shows the default parameter values. 

 Number of containers per node: 2, 4, and {6} 



24 
 

 HDFS Block Replication: 1, 2, and {3} 

 HDFS block size: 64MB, {128MB}, 256MB, and 512MB 

 Number of Reducers (for Hadoop): {1}, 2, 12, and 20 

By default Hadoop assigns one reducer for the jobs. 

In YARN, each task (Mapper/Reducer) is executed by one container therefore 

number of containers per node equals to the number of concurrent tasks per node. By 

default YARN creates the containers with 1 CPU and 1GB memory, so the number 

of containers in one node is equals to the number of CPU cores. The nodes used in 

these experiments have 4 physical cores (8 virtual cores) and 8GB memory. 

However, 2 virtual cores and 2 GB of memory are reserved for the operating system 

itself; therefore the maximum number of containers was allowed to be 6 per node. 

Tests are conducted to get satisfactory answers to the research questions set by the 

author.  

(RQ1) Which configuration specifications lead to achieve the optimum 

performance of the frameworks for each workload? 

Tests are applied with the various parameter combinations. In each workload a 

combination of parameter yielded the shortest execution time within the clusters 

consisting of 2, 4, and 8 nodes. The optimum parameter configurations found for 

Hadoop and Spark are given in Table 6.1 and 6.2 respectively, and their deduction is 

explained in subsequent sections.  

   Table 6.1: Parameter combinations for the optimum performance of Hadoop for each 

workload. 

Workload Parameters 

 HDFS Block size HDFS Block 

Replication 

Number of 

Container/Node 

Number of 

Reducers 

WordCount 256MB,512MB 3 6 1 

Grep 256MB,512MB 3 6 1 

Sort 128MB 1 6 Maximum 

number 

Naive Bayes 512MB 3 6 1 
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Table 6.2: Parameter combinations for the optimum performance of Spark for each 

workload. 

Workload Parameters 

 HDFS Block size HDFS Block 

Replication 

Number of 

Container/Node 

WordCount 128MB 3 6 

Grep 128MB 3 6 

Sort 128MB 1 6 

Naive 

Bayes 

128MB 1 6 

 

6.2.1.1. Hadoop Parameters Configurations                      

Regarding Hadoop, it is observed that the best performance of the workloads 

achieved with the combination of the parameters is shown in Table.6.1. 

Tables 6.3, 6.4, 6.5, and 6.6 show how the best performance of Hadoop is achieved 

for each of the workloads. 

HDFS block size has effects on the performance for WordCount, Grep, and Naïve-

Bayes workloads. The reason behind is that the input data gets split and stored into 

the HDFS depending on the block size. Therefore, HDFS splits the input data into 

more blocks as the block size gets smaller, which in turn require more map tasks to 

be executed. As a result, the jobs with fewer numbers of blocks finish its job in a 

shorter time and become idle. Since the mapper tasks in Hadoop work concurrently, 

and synchronized at the end of all map tasks, there would be waste of resources and 

the total time spent for map phase would be equal to longest mapper.  

On the other hand, the HDFS block size for Sort workload does not show remarkable 

difference in Hadoop’s performance because most of the execution time is consumed 

during the sort progress. That is, the execution time is dominated by the time used in 

reducer stage, which is decreased as the number of reducer is increased. 

Furthermore, the maximum number of containers per node, which is 6 in our case, 

performed better than 4 and 2 containers per node for all workloads. That is because 
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of having more containers allow Hadoop to perform more concurrent tasks on the 

HDFS blocks. 

From the test results, it’s also noticed that the number of HDFS replication does not 

have any remarkable effect on the performance of workloads except for sort, which 

showed better performance when the HDFS replication is set to one. This is because 

shuffle operation takes place in the basis of sorting, and shuffle is responsible for the 

movement of data across the cluster21. 

Within most Big Data application, the majority of the data pipelines initiates with a 

huge amount of input raw data and the data volume lessen through shuffle progress 

as result of refinement and removing irrelevant data or demonstrating data in a more 

solid manner21. But in Sort workload the reduction of data doesn’t takes place along 

the pipeline. That means a shuffling of 100 TB of data occurs when sorting 100 TB 

of input data. Thus, the amount of output data produced by mappers would be same 

as the input data which internally requires more time to write on HDFS, as the 

number of replication increases. 

Increasing the number of reducers shows a negative impact on the WordCount, Grep 

and Naïve-Bayes workload's performance because YARN distributes the mappers 

and reducers among the containers. Therefore, increasing number of reducer results 

in decreasing number of mapper, which means less number of mappers will be 

available in the cluster to work at the same time. On the other hand, increasing the 

number of reducer has a positive impact on the Sort workload. Because, the data 

doesn’t get reduced in the pipeline and there is more computations occurs in the 

reduce phase of Sort workload. The best performance is obtained in Sort workload 

when giving the number of reducer same as the number of available container in the 

cluster. 

 

                                                           
21 https://databricks.com/blog/2014/10/10/spark-petabyte-sort.html 
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Table 6.3: Hadoop’s WordCount Performance with respect to parameter configurations (4-

node). 

Test 
Block Size 

(MB) 
HDFS 

Replication 
Number of 

Containers/Node 
Number of 
Reducers 

Execution 
Time(min) 

1 128 3 6 1 11mins, 1sec 

2 128 3 6 2 11mins, 20sec 

3 128 3 6 12 14mins, 47sec 

4 128 3 6 20 14mins, 38sec 

5 128 3 4 1 13mins, 23sec 

6 128 3 2 1 24mins, 58sec 

7 128 2 6 1 11mins, 4sec 

8 128 1 6 1 11mins, 43sec 

9 64 3 6 1 13mins, 6sec 

10 256 3 6 1 10mins, 5sec 

11 512 3 6 1 10mins, 6sec 

 

Table 6.4: Hadoop’s Grep Performance with respect to parameter configurations (4-Node). 

Test 
Block Size 

(MB) 
HDFS 

Replication 
Number of 

Containers/Node 
Number of 
Reducers 

Execution Time 
(min) 

1 128 3 6 1 4mins, 12sec 

2 128 3 6 2 4mins, 22sec 

3 128 3 6 12 5mins, 18sec 

4 128 3 6 20 5mins, 12sec 

5 128 3 4 1 5m14.001sec 

6 128 3 2 1 9mins, 4sec 

7 128 2 6 1 4mins, 17sec 

8 128 1 6 1 5mins, 45sec 

9 64 3 6 1 5mins, 59sec 

10 256 3 6 1 3mins, 44sec 

11 512 3 6 1 3mins, 48sec 
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Table 6.5: Hadoop’s Sort Performance with respect to parameter configurations (8-Node). 

Test 

Block 
Size 
(MB) 

HDFS 
Replication 

Number of 
Containers/Node 

Number of 
Reducers Execution Time(min) 

1 128 3 6 1 87min, 55sec 

2 128 2 6 1 83min, 17sec 

3 128 1 6 1 78mins, 52sec 

4 128 1 6 2 39mins, 6sec 

5 128 1 6 5 19mins, 36sec 

6 128 1 6 10 15min, 27sec 

7 128 1 6 14 14min, 54sec 

8 128 1 6 15 13min, 41sec 

9 128 1 6 25 13min, 39sec 

10 128 1 6 30 13min, 7sec 

11 128 1 6 35 13min, 12sec 

12 128 1 6 40 13min, 2sec 

13 128 1 6 46 12mins, 31sec 

14 128 1 4 31 13min, 29sec 

15 128 1 2 15 19min, 8sec 

16 64 1 6 46 12min, 32sec 

17 256 1 6 46 12min, 36sec 

18 512 1 6 46 14mins, 50sec 

 

Table 6.6: Hadoop’s Naïve-Bayes Performance with respect to parameter configurations (4-

Node). 

Test 
Block Size 

(MB) 
HDFS 

Replication 
Number of 

Containers/Node 
Number of 
Reducers 

Execution 
Time(min) 

1 128 3 6 1 7mins, 50sec 

2 128 3 6 2 7mins, 29sec 

3 128 3 6 12 8mins, 24sec 

4 128 3 6 20 8mins, 39sec 

5 128 3 4 1 7mins, 54sec 

6 128 3 2 1 13min, 20sec 

7 128 2 6 1 7mins, 19sec 

8 128 1 6 1 8mins, 20sec 

9 64 3 6 1 9mins, 3sec 

10 256 3 6 1 6mins, 38sec 

11 512 3 6 1 5mins, 59sec 
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6.2.1.2.Spark Parameters Configurations                     

In Tables 6.7, 6.8, 6.9 and 6.10, it is observed that changing the default value of 

HDFS block size, and maximum number of containers per node which are 128 MB 

and 6 in our case, did not show remarkable impact on the workloads performance.  

HDFS replication did not show noticeable effect on the performance of WordCount 

and Grep Workloads.  

On the other hand Sort and Naive-Bayes workloads performed better with 1 HDFS 

replication. Regarding Sort, as discussed in Section 3.1.1, the reduction of data does 

not take place in the pipeline. It is obvious that the time of writing to HDFS file 

would increase as the replication number increases. In case of Naive-Bayes 

workload, the job whose HDFS replication is set to 1 has used more CPU than the 

jobs whose HDFS replication are sets to 2 and 3. 

Table 6.7: Spark’s WordCount Performance with respect to parameter configurations (4-

Node). 

Test Block Size (MB) 
HDFS 

Replication 
Number of 

Containers/Node Execution Time(min) 

1 128 3 6 3mins, 26sec 

2 128 3 4 3mins, 26sec 

3 128 3 2 3mins, 23sec 

4 128 2 6 3mins, 17sec 

5 128 1 6 3mins, 33sec 

6 64 3 6 4mins, 8sec 

7 256 3 6 3mins, 32sec 

8 512 3 6 3mins, 26sec 
 

Table 6.8: Spark’s Grep Performance with respect to parameter configurations (4-Node). 

Test Block Size (MB) 
HDFS 

Replication 
Number of 

Containers/Node Execution Time (min) 

1 128 3 6 2mins, 57sec 

2 128 3 4 2mins, 58sec 

3 128 3 2 2mins, 55sec 

4 128 2 6 2mins, 58sec 

5 128 1 6 3mins, 20sec 

6 64 3 6 3mins, 20sec 

7 256 3 6 3mins, 5sec 

8 512 3 6 3mins, 21sec 
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Table 6.9: Spark’s Sort Performance with respect to parameter configurations (8-Node). 

Test Block Size (MB) 
HDFS 
Replication 

Number of 
Containers/Node Execution Time (min) 

1 128 3 6 13mins, 29sec 

2 128 3 4 12mins, 45sec 

3 128 3 2 12mins, 21sec 

4 128 2 6 11mins, 34sec 

5 128 1 6 9mins, 37sec 

6 64 3 6 14mins, 25sec 

7 256 3 6 13mins, 9sec 

8 512 3 6 13mins,9sec 
 

Table 6.10: Spark’s Naïve-Bayes Performance with respect to parameter configurations (4- 

Node). 

Test Block Size (MB) 
HDFS 
Replication 

Number of 
Containers/Node Execution Time (min) 

1 128 3 6 16mins, 41sec 

2 128 3 4 16mins, 32sec 

3 128 3 2 15min, 59sec 

4 128 2 6 11mins, 13sec 

5 128 1 6 7mins, 35sec 

6 64 3 6 15mins, 28sec 

7 256 3 6 16mins, 23sec 

8 512 3 6 15mins, 56sec 

 

6.2.2. Data Size 

The workloads are tested in 2, 4, and 8 nodes for Hadoop and Spark with 50 GB of 

data size.  Spark could not perform 50 GB of sorting, whose reason is explained in 

section 6.4.3, therefore, for a fair comparison 40 GB of data is used in Sort workload 

for both frameworks. 

The reason behind limiting 50 GB of data size is due to the storage limits of the 

nodes. Each of the nodes has 100 GB of storage area and the BigDataBench 

benchmark suite first generates the data in the nodes then transfers it to the HDFS.  
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6.3.Speedup of the Frameworks 

Speedup is the impact of increasing number of resources (number of nodes) to the 

same amount of work (data size) in order to gain a proportional reduction in 

execution time22. 

Speedup is defined as the ratio of T1 to T2, where T1 is the execution time of two- 

node cluster, and T2 is the execution time of cluster with more than two nodes.  

6.4.Test Results 

This section presents the performance, resource utilization and speedup of Hadoop 

and Spark frameworks. The tests cases are performed with WordCount, Grep, Sort, 

and Naive-Bayes workloads on 2, 4, and 8 nodes. 

6.4.1. WordCount 

(RQ2) Which of the frameworks has a shorter execution time in each workload? 

From Figures 6.1 and 6.2, it can be observed that, Spark is 3.12x, 3.08x, and 2.58x 

faster than Hadoop under 2, 4, and 8 nodes respectively. The reason behind this is 

that; during the job execution the mapping phase of the Hadoop has used more CPU 

than Spark. Thus for mapping phase, the CPU time of Spark was shorter than that of 

Hadoop’s. Most of the computations are being done during in the mapping phase; 

therefore reduction phase does not have a major impact on the total execution time. 

The data that comes out of each mapping phase is called as intermediate data. This 

data then gets sent to reduce phase for further computation. Spark uses the RDD 

concept that enables in-memory computation, which reduces the execution time by 

allowing the intermediate data to be kept and processed in memory. Contrarily, 

Hadoop reads and writes intermediate data onto disk, which increases the total 

execution time. 

 (RQ3) Which of the frameworks has a better speedup ratio in each workload? 

When taking two nodes as a base, the test results showed that Hadoop has a better 

speed up than Spark with the ratios of 2.015 and 3.75 compared to the 1.98 and 3.10 

ratios of Spark in 4 and 8 nodes respectively. 

                                                           
22 https://exploredatabase.blogspot.com.tr/2013/11/scaleup-and-speedup.html 
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 (RQ4) Does the resource usage of the frameworks differ for the same workloads?   

Another reason that Spark outperforms Hadoop is the memory usage; the memory is 

used more efficiently in Spark compared to Hadoop. Both of the frameworks used 

CPU intensively, this is due to the CPU intensive nature of the WordCount workload 

as presented in (Section 6.1.2). As Figure 6.1 and 6.2 shows; Hadoop’s CPU usage is 

higher than Spark, and network I/O of Spark is as twice as much of Hadoop’s.  

 

Figure 6.1: Performance and Resource Utilization of Hadoop WordCount 

 

 

Figure 6.2: Performance and Resource Utilization of Spark WordCount 

 

6.4.2.  Grep 

In this section, keeping in mind the research questions RQ2, RQ3, and RQ4, the 

findings are reported from the tests of Grep workload. 

As discussed in Section 6.1.2, grep is searching for a given string pattern and 

counting the occurrence of that pattern matching in a given text. If the string has 
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matching one or several characters, which might occur frequently in many words, 

then it becomes slightly CPU intensive since the intermediate output data would 

contain more data to be flowed between mapper and reducer.  

The Figures 6.3 and 6.4 shows that the grep is slightly CPU intensive for both 

frameworks since the searched expression was not a particular or a single word, 

which was containing a wildcard like “th*”. Therefore all the words starting with (th) 

were counted. The CPU usage of Hadoop was more than Spark, while Spark has 

used slightly more memory than Hadoop because of its in-memory computation 

nature.  

There was no remarkable difference in the frameworks performance. Spark had 

better speedup ratio in 4 nodes with 2.4 compared to 2.1 of Hadoop, while Hadoop 

had better speedup ratio in 8 nodes with the ratio of 4.72 compared to 3.07 of Spark. 

 

Figure 6.3: Performance and Resource Utilization of Hadoop Grep 

 

Figure 6.4 Performance and Resource Utilization of Spark Grep 
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6.4.3.  Sort 

The answers to the research question RQ2, RQ3, and RQ4 for Sort Workload are 

given in this section.  

The first observation from the Figures 6.5, 6.6 and 6.7 shows high network I/O rate 

for both framework because sort transforms data from one representation to another 

which is the transformation of the input data into a sorted form. As it is mentioned 

before, the reduction of data doesn’t takes place along the pipeline in Sort workload. 

As a result, the output data size is equal to the input data size. It is analyzed that CPU 

is used moderately and the value of CPUs´ IOWait was high for both frameworks. 

Thus, I/O should be considered as bottleneck when the input data size increases for 

the job. Spark has used more memory than Hadoop, and Network overhead of Spark 

is less than Hadoop. This is because Spark does the computation in-memory, where 

the intermediate data need not to be read from or written to disk as Hadoop does. 

Hadoop had better speedup than Spark with the ratios of 2.96 and 6.55 compared to 

the 1.49 and 3.04 ratios of Spark in 4 and 8 nodes respectively for 40 GB data size.  

Sort could not be tested with more than 40 GB because of the nature of Spark’s 

Driver, which is responsible for task scheduling and establishing connection with the 

executors through the submitted jobs lifetime23. One RDD is created for each HDFS 

block, and these RDDs will be assigned as tasks for the executors24. Spark’s Driver 

requires more heap memory when the number of tasks increases. In this thesis the 

maximum heap memory could be assigned to the Spark’s Driver was 5.5 GB out of 6 

GB that is reserved for each node. 

For a fair comparison, Sort is tested with 40 GB in 2, 4, and 8 nodes in both 

frameworks. And from Figure 6.6 and 6.7, it can be seen that Spark outperforms 

Hadoop with 2.32x, 1.17x, and 1.08x in 2, 4, and 8 nodes respectively.  

                                                           
23 http://spark.apache.org/docs/latest/cluster-overview.html 
24 https://spark.apache.org/docs/1.2.0/programming-guide.html 
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Figure 6.5: Performance and Resource Utilization of Hadoop Sort 

 

Figure 6.6: Performance and Resource Utilization of Hadoop Sort (40GB) 

 

Figure 6.7: Performance and Resource Utilization of Spark Sort 

6.4.4.  Naïve-Bayes 

This section presents the results from the test results of Naïve-Bayes workload for 

the research question RQ2, RQ3, and RQ4.  
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CPU was used intensively for both Hadoop and Spark as it is shown in figures 6.8 

and 6.9 which were consistent with the explanation stated in Section 6.1.2.  

It is observed that Hadoop outperforms Spark in the 2, 4, and 8 nodes. Further tests 

are performed on 4 node cluster of Hadoop and Spark to understand the reason of 

why Hadoop outperforms Spark. In cases of 5 and 10 GB Spark outperformed 

Hadoop, while in cases of 15 and 25 GB they had approximately same performance, 

and in case of 50 GB Hadoop outperformed Spark.  

During the observation of Spark in Naive-Bayes, it is found that Spark fills up the 

reserved memory in cases of 15, 25 and 25 GB data size, which results in increasing 

CPU wait state (time spent by the CPU waiting for an IO operations to complete). 

Therefore, Spark loses its advantage of in-memory computation, where Hadoop does 

not get affected from this case because it is not processing data in-memory. As a 

result, the CPU usage of Hadoop was more than that of Spark, and Hadoop executed 

the job in a shorter total amount of time. 

Hadoop had better speedup ratio in 4 nodes with 2.15 compared to 2.05 of Spark, 

while Spark had better speedup ratio in 8 nodes with the ratio of 4.24 compared to 

3.87 of Hadoop. 

 

Figure 6.8: Performance and Resource Utilization of Hadoop Naive-Bayes 
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Figure 6.9: Performance and Resource Utilization of Spark Naive-Bayes 
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CHAPTER 7  

 

 

DISCUSSION 

 

 

7.1. Discussion of the Test Results 

The comparison tests are performed to measure the performance, resource usage, and 

speedup of Hadoop and Spark frameworks on four different workloads (WordCount, 

Grep, Sort, and Naive-Bayes) by using BigDataBench. 

In WordCount, both frameworks used CPU intensively where Spark outperforms 

Hadoop with 3.12x, 3.08x, and 2.58x in 2, 4, and 8 nodes respectively. This was due 

to CPU time of mapping phase of Spark was shorter and memory was used more 

efficiently for caching intermediate results. The results also showed that Hadoop had 

better speedup with the ratios of 2.015 and 3.75 compared to 1.98 and 3.10 ratios of 

Spark in 4 and 8 nodes respectively.  

Both frameworks used CPU slightly more than expected for Grep workload, as Grep 

is known as I/O bound workload. The reason behind high CPU usage was related to 

the searched string pattern expression that was used in the test cases, where 

wildcards such as asterisk (*) was used. There was no remarkable difference in the 

frameworks performance, and Spark had used slightly more memory compared to 

Hadoop because of its in-memory computation nature. Spark had better speedup ratio 

in 4 nodes with 2.4 compared to 2.1 of Hadoop, while Hadoop had better speedup 

ratio in 8 nodes with the ratio of 4.72 compared to 3.07 of Spark. 

For Sort workload, CPU was used moderately and the value of CPUs´ IOwait was 

high for both frameworks. This is because sort transforms data from one 

representation to another. Unlike the other workloads, reduction of data doesn’t take 

place along the pipeline of Sort process. For a fair comparison, sort is tested with 40 



39 
 

GB in 2, 4, and 8 nodes in both frameworks since the Spark Driver’s heap memory 

could not be given more than 5.5 GB of memory where only 6 GB of memory was 

available for the nodes. Spark’s Driver is responsible for task scheduling and 

establishing connection with the executors through the submitted jobs lifetime. Spark 

outperformed Hadoop with 2.32x, 1.17x, and 1.08x in 2, 4, and 8 nodes respectively. 

Hadoop had better speedup than Spark with the ratios of 2.96 and 6.55 compared to 

the 1.49 and 3.04 ratios of Spark in 4 and 8 nodes respectively.  

In Naive-Bayes workload, both frameworks have used CPU intensively due to its 

CPU bound behavior. Hadoop outperformed Spark in the 2, 4, and 8 nodes, and it 

was observed that Spark loosed its in-memory computation advantage when the data 

size increases. With the increase of data size it is noticed that reserved memory of 

Spark filled up and CPU starts to wait for I/O process, which in turn degrades 

Spark’s performance. Hadoop had better speedup ratio in 4 nodes with 2.15 

compared to 2.05 of Spark, while Spark had better speedup ratio in 8 nodes with the 

ratio of 4.24 compared to 3.87 of Hadoop. 

All the workloads for Hadoop performed better with 6 containers per node because 

there were 6 spare cores on each node of cluster that could be assigned to containers. 

On the other hand, the number of containers per node for Spark did not show 

remarkable impact on the workloads performance. 2 CPU cores and 2 GB RAM was 

reserved for other parts of system itself. It is known that, by default YARN assign 1 

CPU cores and 1 GB of memory to each container.  

There are a few other studies in the literature comparing Hadoop and Spark. For 

example, Liang (Liang, 2014) compared them with WordCount, Grep, and Sort 

workloads but only WordCount and Sort are compared with by revealing their 

resource usage in their study. It is found that the resource usage of their results are 

consistent that of this study. This article also indicates that Spark outperforms 

Hadoop with approximately same ratios of this study for WordCount, Grep and Sort. 

As another example from literature in Shi’s study (Shi, 2015) the performance of 

Hadoop and Spark were compared with WordCount, k-means, PageRank, and Sort 

workloads. Happily again, the results of their WordCount is also consistent with our 

results, and furthermore they stated that Spark outperforms Hadoop with similar 

ratios of this study. Regarding the Sort Workload, Shi indicates that Hadoop is 2 
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times faster than Spark and Shi reasons the execution model of shuffling process for 

this performance difference.  

7.2. Conclusion, Limitations, and Future Work 

Hadoop and Spark frameworks were compared with respect to their performance, 

resource usage, and speedup ratio.  The comparison is done by using three micro-

benchmarks (WordCount, Grep, Sort) and one application benchmark (Naive-Bayes) 

based on BigDataBench benchmark suite. One of the most important novalty of this 

study is tuning the resource parameters for the optimum performance of each 

frameworks, under different workloads. So that, up to us, more fair comparision 

would be achieved.  

The experiments showed that Spark outperforms Hadoop with the ratios 2.92x and 

1.52x for Wordcount and Sort workloads respectively. However, Hadoop 

outperforms Spark in Naive-Bayes workload. And there was no remarkable 

difference in the frameworks performance for Grep workload. 

Disk throughput of the frameworks could not be evaluated because the preferred 

resource monitoring tools did not provide a reliable way of measuring the disk 

throughput. In this thesis, Ganglia tool was used for resource monitoring. Ganglia 

does not provide feature for measuring the disk throughput. A patch for Ganglia 

source, found in the Internet, is tried in order to measure the disk throughput results 

but the measured results were not consistent in different runs, which prevent it from 

being used in scientific study. Having said so, disk throughput measurement became 

one of the limitation of this thesis. Other limitation is the limited hardware resources. 

For future work, we propose Hadoop and Spark be tested with other Big Data 

workloads in different application domain. Additionally, the tests may also be 

repeated with more than 8 nodes for further speedup analysis. Futhermore, measuring 

the disk throughput can also be added to the frameworks evaluation.  
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APPENDIX A 

Systematic Mapping for Comparing Two Big Data frameworks: 

Hadoop and Spark 

 

 Abstract. There have been lots of debates about which Big Data frameworks are 

better. They have different advantages and disadvantages as they possess different 

data processing techniques. The goal of this SM study is to present a literature review 

and difference in two most popular frameworks named Apache Hadoop and Apache 

Spark. This study based on the guidelines presented in (Petersen, 2008). To achieve 

the objectives, 10 research questions are raised, in which 97 studies were evaluated. 

The results can help researches to find the trends and gaps about current state-of-art 

about the two Big Data frameworks 

A.1. Introduction 

The rapid development of the Internet has resulted to the explosion in the size of the 

datasets generated by Web, social media, sensors and mobile devices that led to 

emerging Big Data term. Big Data stands for datasets that consists of large volumes 

of structured and unstructured data and needs to be processed in high speed. These 

requirements poses big challenges to traditional data processing models. 

To deal with such challenges, a variety of cluster computing frameworks have been 

proposed to support large-scale data-intensive applications on commodity machines 

(Gu, 2013), MapReduce, introduced by Google, is one such successful framework 

for processing large data sets in a scalable, reliable and fault-tolerant manner (Dean,  

2008). 

Apache Hadoop (Apache Hadoop, 2016), is open source implementation of 

MapReduce. MapReduce is a cyclic data flow that reads the same data iteratively and 

materializes intermediate results in local disks in each iteration, requiring lots of disk 

accesses, I/Os and unnecessary computations (Gu, 2013). While this data flow 

programming model is useful for a large class of applications, there are applications 
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that cannot be expressed efficiently as acyclic data flows, such as iterative jobs and 

interactive analytics that reuse a working set of data across multiple parallel 

operations. Apache Spark (Spark, 2016) that is in memory and MapReduce like 

computing framework is designed to overcome this shortage of Hadoop (Zaharia, 

2010). Spark offers an abstraction called resilient distributed datasets (RDDs), 

through which reused data and intermediate results can be cached in memory across 

cluster of machines during the whole iterative process. With RDDs Spark 

outperforms Hadoop by up to 20 in iterative applications and can be used 

interactively to query hundreds of gigabytes of data (Zaharia, 2012).  

This SM study is structured as follow; related work is presented in Section A.2. 

Section A.3 explains the research methodology and research questions. Classification 

scheme is presented in Section A.4. The results of this SM study is given in section 

A.5. Discussion of the results is provided in section A.6. 

A.2. Related Work 

This section explores a short review of secondary studies regarding Big Data 

frameworks. 

In a survey (da Silva Morais, 2015), the work flows and architecture of Hadoop, 

Spark and Storm are explored. It states that Spark handles data analytics in a faster 

way through in-memory computation. This paper also indicates that Storm is not as 

replacement but complement to Hadoop for real-time. Additionally, in the same 

paper a short comparison between Spark streaming and Storm is given. 

In (Kamburugamuve, 2013), the layered architecture that shows the relationship 

between the layers and their projects of Apache Open Source Big Data projects is 

presented. Apache Hadoop and Apache Spark are included in Runtime Systems layer 

in the Stack. 

A literature review is conducted in (Polato, 2014), to help the Apache Hadoop 

research contributors in finding gaps and encourage them for new studies. The results 

indicate that few impressive ideas developed while never integrated into the 

framework. In general, it indicates Hadoop as an evolved and solid Big Data 

processing framework. 
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The cons and pros of MapReduce framework and optimization strategies for the 

framework in the recent years are discussed in (Lee, 2013).  Additionally, in the 

same paper open issues and challenges regarding parallel data processing with 

MapReduce is given.  

In a survey (Sakr, 2013), the mechanisms and approaches of processing huge 

datasets that are established on the initial concept of the MapReduce framework are 

conducted. It also includes few popular systems that support supplementary 

interfaces above the MapReduce framework. Finally, it indicates Hadoop which is an 

open-source implementation of MapReduce examined to be adequately sophisticated 

and extensively used by industry and academia in various solutions. 

An extensive discussion of big data from Hadoop framework perspective is given in 

(Anuradha, 2015). And in the same paper Big Data is identified. In Addition the 

detailed information about different components of Hadoop is presented.  

A literature survey considering few mechanisms and methods in various Big Data 

phases is explored in (Hu, 2014). This paper also introduces Hadoop and the 

lifecycle of Big Data. 

A.3. Research Methodology 

SM approach is used in this study. SM allows an effective way to describe the state-

of-art of a specific research area. It also provides the ideas about existing studies by 

classifying them into categories. This study based on the guidelines presented in 

(Petersen, 2008), as shown in Figure A.1. 

 

Figure A.1: The Systematic Mapping Process  

The output of each step in Figure A.1 is the input for the next step of the process and 

terminates with systemic mapping report. 



47 
 

The process includes (article selection, classification scheme, and the conduction of 

systematic and its results) sections.The rest of this section describes goal and 

research questions and paper selection strategy. 

A.3.1. Goal and Research Questions 

The primary aim of this SM is to present an overview about current state-of-art and 

analyzing the difference between two Big Data framework: Hadoop and Spark. The 

goal of this SM study is demonstrate the trends in the area of Big Data by calculating 

the studies per categories that is designed based on research questions. Therefor the 

research questions are declared to shed light on the trends and the differences of the 

two Big Data framework. The questions that are considering the properties of the two 

framework were kept out of scope, since they will not advice for finding trend and 

describing their difference.  

RQ1: Number of papers by contribution facet: What types of contributions are 

made by the papers? How many studies propose approaches/methods/techniques, 

frameworks, tool, model, architecture, analyze, comparison, empirical (case) study, 

overview? In order to advise the researches about directions in the research field that 

needs more consideration. 

RQ2: Number of papers by research facet: What type of research methods are 

used in the papers? The study might introduce a solution or it might include 

experimental study approaches (Petersen, 2008). The aim of this research question is 

classify the studies based on research facets and understand the maturity of the 

research area. 

RQ3: Big Data framework(s): Which Big Data framework is used/examined in the 

papers? The goal of this research questions it to find out which of the frameworks are 

adopted by the papers. Furthermore, it can be used to find the correlation with other 

categories.  

RQ4: Purpose of the Contribution: What is the purpose of the contribution for 

each paper? The aim of this research question is to find out whether the paper 

considering performance enhancement or use-case enhancement or both of them. 
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RQ5: Programming Language: Which programming language is most commonly 

used? In order to find out which programming language is mostly used by which Big 

Data framework. 

 RQ6: Efficiency Cost: What is the efficiency cost of each framework? The aim is 

to find the challenges in terms of computing efficiency of each framework. 

RQ7: Data sources: What is/are the data source(s) used in the papers? The purpose 

is to understand which data types are more adopted by which framework. 

RQ8: Use-Case: What are the use-cases that Hadoop and Spark are best suit for?  In 

order to understand which of the frameworks mostly used for which type of use-

cases, such as: Batch Processing, Real-time Processing. 

RQ9: Big Data analytic type: Which of the two the frameworks is preferred for a 

specific Big Data analytic type? The aim is to find which of the frameworks best 

suits for which Big Data analytics. 

RQ10: Demographic and bibliometric: The research questions listed below are to 

figure out the bibliometric and demographic of publications. 

 RQ 10.1: Publication count by year: What is the sum of publications per 

each year   

 RQ 10.2: Top-cited papers: Which papers have been cited more frequently                

by other studies? 

 RQ 10.3: Top venues types: Which venues types are more preferred by the 

papers in Big Data research area? 

 RQ 10.4: Preferred Venues: Which venues have a higher ratio of 

publications? 

 RQ 10.5: Author Affiliation: What are the author's affiliations in the studies? 

A.3.2. Paper Selection Strategy 

This SM study begins with collecting of related papers. The steps listed below are 

followed: 

 Source selection and developing search keywords (Section A.3.2.1). 
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 Exclusion criteria (Section A.3.2.2). 

 Inclusion criteria (Section A.3.2.3). 

 Final pool of papers and the online repository (Section 3.3.2.4). 

A.3.2.1 Source Selection and Developing Search Keywords 

The search engines listed below are used to find the related papers. 

 ACM Digital Library25 

 CiteSeerX26 

 IEEE  Digital Library27 

 Google Scholar28 

 Science Direct29 

Different key words are tried to minimizing the possibility of missing any papers that 

is related to the selected frameworks. The final list of key words is listed in the Table 

A.1. 

The papers are collected in the second half of 2015. Pool of studies include studies 

between the years 2007 and 2015 also including the papers from second half of 2015.  

Table A.1: Search Keywords used in our SM study 

 Hadoop 

 Spark 

 MapReduce 

Both frameworks’ names are used in the search, as 

Hadoop is implementation of MapReduce, therefore 

MapReduce also included as the keyword search. 

 Big Data frameworks  

 Hadoop or Spark 

 Hadoop vs. Spark 

 Why Hadoop? 

 Why MapReduce?  

 Why Spark? 

 

The combo search keywords included to minimize the 

risk of missing related papers for Hadoop and Spark 

frameworks. This strategy enables us to find many 

papers but the papers had to be checked if they will be 

included or excluded that we will explain them next 

section.   

 

                                                           
25 http://dl.acm.org/ 
26 http://citeseerx.ist.psu.edu/index 
27 http://ieeexplore.ieee.org/Xplore/home.jsp 
28 https://scholar.google.com 
29 http://www.sciencedirect.com/ 
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A.3.2.2. Exclusion Criteria 

The following principles are used for the exclusion of the papers. 

 The studies that don’t takes Hadoop and Spark as the main consideration. 

 The papers that are not written in English. 

 Short papers. 

 The manual papers that are only introducing the frameworks. 

 Duplicate papers. 

A.3.2.3. Inclusion Criteria 

The next step is paper inclusion phase. Below methods are followed to lessen the risk 

of missing papers the: 

 Studies that are referenced by the papers already exist in the pool. 

 Studies from the popular Big Data research venues. 

A.3.2.4. Final Pool of Papers and the Online Repository 

At the beginning the pool contained 160 papers. Number of the papers dropped to 97 

papers after the exclusion. 

A.4. Classification Scheme 

The classification scheme is developed after an extensive analysis. The aim was to 

develop a classification scheme to hold the answer for each research questions. To 

achieve this goal, firstly common grounds are specified. During the data extraction, 

the initial classification scheme is changed iteratively as a result of discovering new 

categories. The corrections are terminated when it is believed that the classification 

scheme can include all papers into its categories. 

The classification scheme is presented in Table A.2. The table contains four columns 

for research questions, attributes, value sets, and single or multiple choice attributes. 

The multi-choice attributes indicate that the paper might contain multiple attributes 

for the same category. 
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Table A.2: Classification scheme developed and used in our study 

RQ Attribute Value set (M)ultiple/(S)i

ngle attribute 

1 Type of paper – 

Contribution facet 

{Method/Technique/Approach, 

Framework, Model, Tool, Architecture, 

Platform, Empirical (Case) study, Analyze, 

Comparison, Overview, Other} 

M 

2 Type of paper – 

Research facet 

{Solution Proposal, Validation Research, 

Evaluation 

Research, Experience Papers, Philosophical 

Papers, Opinion Papers, Other} 

M 

3 Big Data 

frameworks 

used/examined.  

{Hadoop, Apache Spark} M 

4 Purpose of the 

Contribution 

{Use-Case enhancement, Performance 

enhancement, None} 

M 

5 Programming 

Language(s) used. 

{Java, Python, Scala, Ruby, Others, Not 

mentioned} 

M 

6 Efficiency Cost {Memory Efficiency, Performance 

Efficiency, Staff Availability, Other, Not 

mentioned} 

M 

7 Data source(s) {Sensor data, Social Media data, Graphical 

data, Geospatial data, Log data, Raw data, 

Generic, Other, None} 

M 

8 Use-Case(s) {Batch Processing, Real-time Processing, 

Not mentioned } 

S 

9 Big Data analytic 

type 

{Iterative/Algorithm Jobs, Machine 

Learning, Interactive Analytics, Other, Not 

mentioned } 

M 

10 Demographic and 

bibliometric 

  

10.1 Publication count 

by year 

Year: Integer  

10.2 Top-cited papers Number of Citations: Integer  

10.3 Top Venues {Conference, Journal, Workshop, 

Symposium, Thesis, Book, Magazine} 

 

10.4 Preferred venues Venues: String[]  

10.5 Author affiliation {Academic, Industry, Collaborative}  

 

A.4.1. Classification Scheme Explanation 

This section includes the clarification of the attributes in the categories of the 

classification scheme in Table A.2.  
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 Type of paper: Contribution facet (RQ 1) 

The term “contribution facets” is described in (Petersen, 2008). Contribution facets 

stands for the type of the contributions, like: approach/method/technique/, model, 

tool. For this SM study additional contribution facets are added such as: architecture, 

analyze, framework, overview, empirical (case) study, comparison, framework, 

other. 

Type of paper: Research facet (RQ 2) 

Research facet stands for the type of the research approach used in the studies. This 

category follows the guidelines in (Petersen, 2008). The following are the research 

facets used for this study: 

Solution Proposal: A solution for a problem is proposed, the solution can be either 

novel or a significant extension of an existing technique. The potential benefits and 

the applicability of the solution can be shown by a small example or a good line of 

argumentation. 

Validation Research: Techniques investigated that have not been implemented yet 

in practice and are novel.  Techniques used in experiments, i.e., work done in labs. 

Evaluation Research: Techniques are implemented in practice and an evaluation of 

the technique is conducted.  

Experience Papers: Experience papers are the personal experiences of the authors 

and they explain on what and how something has been done in practice. 

Big Data framework(s) used or examined (RQ 3) 

This study contains two popular Big Data frameworks: Apache Hadoop and Apache 

Spark. This category clarifies which of the two frameworks is used or examined in 

the studies 
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Purpose of the Contribution (RQ 4) 

The purpose of the contribution facet might be either: 

 Use-Case Enhancement: This means the study is considering the 

enhancement of one of the use-cases, regardless of its performance, by 

integrating new models, methods, techniques, etc. 

 Performance Enhancement: This mean the article is considering with 

enhancing the performance of one of the frameworks by altering or 

introducing new mechanism, methods, algorithms, architecture, etc. 

Programming Language(s) used (RQ 5) 

Hadoop and Spark frameworks provide API for different languages, therefore the 

aim is to examine which programming language mostly used by which of the 

frameworks in the studies. 

Efficiency Cost (RQ 6) 

Computing resources are vital to get the desired performance, therefore it is 

important to understand the resource efficiency cost of the two frameworks. 

Resource efficiency is categorized as memory efficiency and performance efficiency. 

In addition to resources, the staff availability is also considered as the cost. 

Data Source(s) (RQ 7) 

In a Big Data there are few data sources, and this category classifies these data 

sources, as the Big Data frameworks are capable to process disparate data sources. 

Use-Case(s) (RQ 8) 

The Big Data frameworks are capable of processing data in batch mode and real-time 

mode. We interested to know which of our selected frameworks is more suitable to 

process data as batch processing or real-time processing. 

Big Data Analytics Type (RQ 9) 

It’s a great output to understand which framework is capable of handling which type 

of Big Data analytics efficiently 
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Demographic and Bibliometric (RQ 10) 

This category considers the bibliometric and demographic of the studies, the 

clarification in Table A.2 should be self-explanatory 

A.5. Results of Systematic Mapping 

The results of the SM study are explored in this section that are derived from the data 

extraction of ninety seven papers. The charts are used to illustrate the results of each 

research question 

A.5.1. Results from Research Questions 

This section presents the results for 10 RQs defined in section A.3.1 

RQ 1: What types of contributions are made by the papers? 

Figure A.2 shows the dispersion of the 97 studies included in this SM study into 

contribution facet types. Some of studies were classified under more than one facet. 

For example (Dittrich, 2010) proposes two contributions: (1) a technique and (2) a 

framework  

 

Figure A.2: Search Keywords used in our SM study 

 

Figure A.2 shows that, presenting new methods/techniques/approaches, proposing 

new frameworks, and papers that present analysis have attracted the researchers with 

25, 25, and 22 papers respectively. Also, comparing the existing frameworks, 
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proposing new algorithms and overview of the frameworks has taken high proportion 

with 13, 11, and 9 papers respectively.  There were 1 paper which could not be 

categorized into our contribution facet categories, thus this it is categorized under 

‘Other’.  

RQ 2: What type of research methods are used in the papers? 

Figure A.3 depicts the distribution of the type of papers by research facet. The 

Solution proposal and Evaluation researches papers have dominated the research 

facet with 40 papers for each of them. Validation researches follow them with the 

proportion of 14 papers. There are only 2 experience studies. 

 

Figure A.3: Research Facets 

 

RQ 3: Which Big Data frameworks are used/examined in each of paper? 

Figure A.4 illustrates the counts of Big Data frameworks that are either used or 

examined in the papers. Hadoop has the major proportion of the counts in the papers 

with approximately two thirds of papers. And the rest of the papers are about Spark 

and comparison papers of the Hadoop and Spark frameworks with 15, 13 papers 

respectively. 
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Figure A.4: Number of publication counts for each Big Data frameworks 

 

RQ 4: What is the purpose of the contribution for each paper? 

Figure A.5 shows the distribution of the purpose of the contribution which can be 

either performance or use-case enhancement. For example; a proposed method can 

be intended for performance enhancement by modifying the frameworks internals 

and/or its design. Also another paper proposing a new method can be intended for 

usage enhancement, for example; in (Lee, 2014), a modified Hadoop architecture 

tailored to large-scale incremental processing with conventional MapReduce 

algorithms. 

 

Figure A.5: Purpose of the contributions 

As Figure A.5 shows the community interest is in performance enhancement more 

than that of use-case enhancement, and from the analyzations it is found that more of 

the use-case enhancements were about iterative jobs and algorithms in MapReduce 

of Hadoop. 
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RQ 5: Which programming language is most commonly used? 

Figure A.6 shows the counts for each programming language used in implementation 

phase in the papers. Overall Java has been used by quarter of the papers and 11 

papers have used Scala for their experiments. Python has been used in only two 

papers.  

 

Figure A.6: Programming languages used in experimentation 

 

RQ 6: What is the Efficiency Cost of each framework? 

Figure A.7 illustrates the challenges for efficiency cost of each frameworks. Majority 

of the papers didn’t mention them in their evaluation. One fourth of the papers 

mentioned performance and memory efficiency challenges in their experiments with 

18 and 9 papers respectively and only 1 paper mentioned staff availability as 

challenge. 

 

Figure A.7: Efficiency Cost 



58 
 

Figure A.8 shows that all the memory efficiency cost papers are related to Spark and 

all the performance efficiency cost papers are related to Hadoop. And the only one 

paper that is regarding staff availability is related to Spark. 

 

Figure A.8: Efficiency Cost for Hadoop and Spark 

RQ 7: What is/are the data source(s) used in the papers for experimentation? 

Figure A.9 depicts the data source(s) used for the experiments in the papers. The 

most used data type is raw data (CSV and text files) with the count of 35 times. 11 

papers used more than one data type for their evaluation. Only a small number of the 

papers used graphical, social media, and sensor data with 3, 3, and 1 papers 

respectively. 

 

Figure A.9: Data sources used in the papers 
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RQ 8: What are the use-cases that they (Hadoop and Spark) best suit for? 

As its clear from Figure A.10, only 9 papers mentioned about use-cases suitability 

for the frameworks, that is 3 papers for batch processing and 6 papers for real-time 

processing.  

 

Figure A.10: Use-Cases 

 

Figure A.11 shows that all the three batch processing papers indicates that Hadoop is 

suitable for batch processing. Regarding real-time processing, five of the papers 

indicates that Spark is suitable for real-time processing and only one paper states that 

Hadoop is suitable for real-time processing 

 

Figure A.11: Use-Cases for Hadoop and Spark 
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RQ 9: Which of the two frameworks is preferred for a specific Big Data analytic 

type? 

Figure A.12 shows which of the two frameworks is suitable for Big Data analytic 

types. From the figure A.12 it can be seen that Spark is suitable for all type of Big 

Data analytics. Because in-memory computation characteristic of Spark makes it able 

to address the execution time problem involved in iterative or machine learning 

algorithms (Shikhare). There were seven papers out of fifteen papers, that shows 

Hadoop can be applied to Iterative/Algorithm Jobs by adding some techniques to the 

Hadoop MapReduce, for example (Zhang, 2012). 

 

Figure A.12: Big Data analytics 

 

RQ 10 – Demographic and Bibliometric 

The results about demographic and bibliometric of the publications are presented in 

this section. 

RQ 10.1: What is the number of publications per each year? 

Figure A.13 shows the number of publications per year. There is a slight degradation 

in number of papers between the years 2009 and 2011. And there is a sharp increase 

in number of papers between years 2014 and 2015 from 13 papers to 28 papers. 

Figure A.13 shows that, during that years 2014 and 2015 the researchers are more 

interested in Big Data field comparing to the 2009 and 2011 years. 
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Figure A.13: Publication count by year 

    

RQ 10.3: Which venues types are more preferred by the studies in Big Data 

research area? 

Figure A.14 shows the number of papers published per venue types. It is identified 

that 88 papers gave information about venues, and 9 of the papers did not include 

any information about venues. Figure A.14 shows that most of the papers are 

published in Conferences, Journals, and Symposium with 33, 3, and 20 publications 

respectively. 

 

Figure A.14: Distribution of the venues for the contributions 

 

RQ 10.4: Which venues include the higher ratio of publications? 

Figure A.15 shows eight venue abbreviations that the papers in the study pool have 

been published in these venues for more than three times and more. International 
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Journal on Very Large Data Bases (VLDB) has the highest ration of publications 

with 7 papers. 

 

Figure A.15: Preferred venues for the contributions 

 

Table A.3: Name and abbreviations of the venues in Figure A.15 

Venue acronyms Venue names 

ISBCC International Symposium on Big Data and Cloud Computing 

FGCS Future Generation Computer Systems 

ICCS International Conference on Computational Science 

VLDB The International Journal on Very Large Data Bases 

ISBCC International Symposium on Big Data and Cloud Computing 

CloudCom IEEE International Conference on Cloud Computing 

Technology and Science 

CCGRID 

 

NSDI                                                              

IEEE/ACM International Symposium on Cluster, Cloud and 

Grid Computing 

USENIX Symposium on Network System Design and 

Implementation 

 

RQ 10.5: What are the author's affiliations in the studies? 

Figure A.16 shows the ratio of publications per affiliation type. It can be seen from 

the figure that the researcher’s affiliations are mostly from academy with %69.1 

ratio. Collaboration means the research conducted with the authors from both 

academy and industry field. 
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Figure A.16: Author Affiliations 

 

A.6. Discussion 

From the research question results, it is found that Hadoop and Spark are widely used 

frameworks in the field of Big Data. From Figure A.4 it is realized that the majority 

of the papers examined Hadoop framework. Also, the research community is more 

interested in contributing for new method/approach/techniques or presenting new 

frameworks by adding some features on the top of existing frameworks as shown in 

Figure A.2. Figure A.5 shows that the intention of the contributions is mostly related 

to performance enhancement and use-case enhancements. Majority works of use-

case enhancements are about iterative jobs and algorithms in MapReduce of Hadoop 

such as in (Lee, 2014). 

From the Big Data analytics perspective, the results in Figure A.12 shows that 

Apache Spark is suitable for all types of Big Data analytics. This is because of the in-

memory computation characteristics of Spark that makes it able to address the 

performance problems involved in iterative or machine learning algorithms. 

Figure A.13 states that in the recent years the researchers are more interested to Big 

Data field comparing to the previous years. Majority of the publication's affiliations 

are from academy with %69.1 ratio as shown in Figure A.16 


